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QUESTION 107 
Hotspot Question 
Which Azure Data Factory components should you recommend using together to import the daily inventory data from 
the SQL server to Azure Data Lake Storage? To answer, select the appropriate options in the answer area. 
NOTE: Each correct selection is worth one point. 

 
Answer:  

 
 
QUESTION 108 
Hotspot Question 
You need to implement an Azure Databricks cluster that automatically connects to Azure Data Lake Storage Gen2 by 
using Azure Active Directory (Azure AD) integration. 
How should you configure the new cluster? To answer, select the appropriate options in the answer area. 
NOTE: Each correct selection is worth one point. 
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Answer:  

 
Explanation: 
Box 1: High Concurrency 
Enable Azure Data Lake Storage credential passthrough for a high-concurrency cluster. 
Incorrect: 
Support for Azure Data Lake Storage credential passthrough on standard clusters is in Public Preview. 
Standard clusters with credential passthrough are supported on Databricks Runtime 5.5 and above and are limited to a 
single user. 
Box 2: Azure Data Lake Storage Gen1 Credential Passthrough You can authenticate automatically to Azure Data Lake 
Storage Gen1 and Azure Data Lake Storage Gen2 from Azure Databricks clusters using the same Azure Active 
Directory (Azure AD) identity that you use to log into Azure Databricks. When you enable your cluster for Azure Data 
Lake Storage credential passthrough, commands that you run on that cluster can read and write data in Azure Data 
Lake Storage without requiring you to configure service principal credentials for access to storage. 
References: 
https://docs.azuredatabricks.net/spark/latest/data-sources/azure/adls-passthrough.html 
 
QUESTION 109 
Hotspot Question 
You have an Azure Synapse Analytics dedicated SQL pool that contains the users shown in the following table. 

 
User1 executes a query on the database, and the query returns the results shown in the following exhibit. 
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User1 is the only user who has access to the unmasked data. Use the drop-down menus to select the answer choice 
that completes each statement based on the information presented in the graphic. 

 
Answer:  

 
 
QUESTION 110 
Hotspot Question 
You are designing an application that will store petabytes of medical imaging data 
When the data is first created, the data will be accessed frequently during the first week. After one month, the data 
must be accessible within 30 seconds, but files will be accessed infrequently. After one year, the data will be accessed 
infrequently but must be accessible within five minutes. 
You need to select a storage strategy for the data. The solution must minimize costs. 
Which storage tier should you use for each time frame? To answer, select the appropriate options in the answer area. 
NOTE: Each correct selection is worth one point. 
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Answer:  

 
Explanation: 
First week: Hot 
Hot -Optimized for storing data that is accessed frequently. 
After one month: Cool 
Cool -Optimized for storing data that is infrequently accessed and stored for at least 30 days. 
After one year: Cool 
Incorrect Answers: 
Archive: Optimized for storing data that is rarely accessed and stored for at least 180 days with flexible latency 
requirements (on the order of hours). 
References: 
https://docs.microsoft.com/en-us/azure/storage/blobs/storage-blob-storage-tiers 
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QUESTION 111 
Hotspot Question 
You develop a dataset named DBTBL1 by using Azure Databricks. 
DBTBL1 contains the following columns: 
- SensorTypelD 
- GeographyRegionID 
- Year 
- Month 
- Day 
- Hour 
- Minute 
- Temperature 
- WindSpeed 
- Other 
You need to store the data to support daily incremental load pipelines that vary for each GeographyRegionID.  
The solution must minimize storage costs. 
How should you complete the code? To answer, select the appropriate options in the answer area. 
NOTE: Each correct selection is worth one point. 

 
Answer:  

 
 
QUESTION 112 
Hotspot Question 
You store files in an Azure Data Lake Storage Gen2 container. The container has the storage policy shown in the 
following exhibit. 
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Use the drop-down menus to select the answer choice that completes each statement based on the information 
presented in the graphic. 
NOTE: Each correct selection Is worth one point. 

 
Answer:  

 
 
QUESTION 113 
Hotspot Question 
You have a Microsoft SQL Server database that uses a third normal form schema. 
You plan to migrate the data in the database to a star schema in an Azure Synapse Analytics dedicated SQI pool. 
You need to design the dimension tables. The solution must optimize read operations. 
What should you include in the solution? to answer, select the appropriate options in the answer area. 
NOTE: Each correct selection is worth one point. 
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Answer:  

 
 
QUESTION 114 
Drag and Drop Question 
You have an Apache Spark DataFrame named temperatures. A sample of the data is shown in the following table. 

 
You need to produce the following table by using a Spark SQL query. 

 
How should you complete the query? To answer, drag the appropriate values to the correct targets. Each value may be 
used once more than once, or not at all. You may need to drag the split bar between panes or scroll to view content. 
NOTE: Each correct selection is worth one point. 

 
Answer:  
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QUESTION 115 
Hotspot Question 
You are implementing Azure Stream Analytics windowing functions. 
Which windowing function should you use for each requirement? To answer, select the appropriate options in the 
answer area. 
NOTE: Each correct selection is worth one point. 

 
Answer:  

 
 
QUESTION 116 
Hotspot Question 
You are developing a solution using a Lambda architecture on Microsoft Azure. The data at test layer must meet the 
following requirements: 
Data storage: 
- Serve as a repository (or high volumes of large files in various formats. 
- Implement optimized storage for big data analytics workloads. 
- Ensure that data can be organized using a hierarchical structure. 
Batch processing: 
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- Use a managed solution for in-memory computation processing. 
- Natively support Scala, Python, and R programming languages. 
- Provide the ability to resize and terminate the cluster automatically. 
Analytical data store: 
- Support parallel processing. 
- Use columnar storage. 
- Support SQL-based languages. 
You need to identify the correct technologies to build the Lambda architecture. 
Which technologies should you use? To answer, select the appropriate options in the answer area NOTE: Each correct 
selection is worth one point. 

 
Answer:  
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Explanation: 
Data storage: Azure Data Lake Store 
A key mechanism that allows Azure Data Lake Storage Gen2 to provide file system performance at object storage 
scale and prices is the addition of a hierarchical namespace. This allows the collection of objects/files within an account 
to be organized into a hierarchy of directories and nested subdirectories in the same way that the file system on your 
computer is organized. With the hierarchical namespace enabled, a storage account becomes capable of providing the 
scalability and cost-effectiveness of object storage, with file system semantics that are familiar to analytics engines and 
frameworks. 
Batch processing: HD Insight Spark 
Aparch Spark is an open-source, parallel-processing framework that supports in-memory processing to boost the 
performance of big-data analysis applications. HDInsight is a managed Hadoop service. Use it deploy and manage 
Hadoop clusters in Azure. For batch processing, you can use Spark, Hive, Hive LLAP, MapReduce. 
Languages: R, Python, Java, Scala, SQL 
Analytic data store: SQL Data Warehouse 
SQL Data Warehouse is a cloud-based Enterprise Data Warehouse (EDW) that uses Massively Parallel Processing 
(MPP). 
SQL Data Warehouse stores data into relational tables with columnar storage. 
References: 
https://docs.microsoft.com/en-us/azure/storage/blobs/data-lake-storage-namespace 
https://docs.microsoft.com/en-us/azure/architecture/data-guide/technology-choices/batch-processing 
https://docs.microsoft.com/en-us/azure/sql-data-warehouse/sql-data-warehouse-overview-what-is 
 
QUESTION 117 
Drag and Drop Question 
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You have the following table named Employees. 

 
You need to calculate the employee _type value based on the hire date value. 
How should you complete the Transact-SQL statement? To answer, drag the appropriate values to the correct targets. 
Each value may be used once, more than once, or not at all. You may need to drag the split bar between panes or 
scroll to view content-NOTE: Each correct selection is worth one point. 

 
Answer:  

 
 
QUESTION 118 
Hotspot Question 
You have the following Azure Stream Analytics query. 

 
For each of the following statements, select Yes if the statement is true. Otherwise, select No. 
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NOTE: Each correct selection is worth one point. 

 
Answer:  

 
Explanation: 
Box 1: Yes 
You can now use a new extension of Azure Stream Analytics SQL to specify the number of partitions of a stream when 
reshuffling the data. 
The outcome is a stream that has the same partition scheme. Please see below for an example: 
WITH step1 AS (SELECT * FROM [input1] PARTITION BY DeviceID INTO 10), step2 AS (SELECT * FROM [input2] 
PARTITION BY DeviceID INTO 10) 
SELECT * INTO [output] FROM step1 PARTITION BY DeviceID UNION step2 PARTITION BY DeviceID 
Note: The new extension of Azure Stream Analytics SQL includes a keyword INTO that allows you to specify the 
number of partitions for a stream when performing reshuffling using a PARTITION BY statement. 
Box 2: Yes 
When joining two streams of data explicitly repartitioned, these streams must have the same partition key and partition 
count. 
Box 3: Yes 
10 partitions x six SUs = 60 SUs is fine. 
Note: Remember, Streaming Unit (SU) count, which is the unit of scale for Azure Stream Analytics, must be adjusted so 
the number of physical resources available to the job can fit the partitioned flow. In general, six SUs is a good number 
to assign to each partition. In case there are insufficient resources assigned to the job, the system will only apply the 
repartition if it benefits the job. 
https://azure.microsoft.com/en-in/blog/maximize-throughput-with-repartitioning-in-azure-stream-analytics/ 
 
QUESTION 119 
Hotspot Question 
You are designing an Azure Stream Analytics solution that receives instant messaging data from an Azure event hub. 
You need to ensure that the output from the Stream Analytics job counts the number of messages per time zone every 
15 seconds. 
How should you complete the Stream Analytics query? To answer, select the appropriate options in the answer area. 
NOTE: Each correct selection is worth one point. 
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Answer:  

 
 
QUESTION 120 
Drag and Drop Question 
You plan to monitor an Azure data factory by using the Monitor & Manage app. 
You need to identify the status and duration of activities that reference a table in a source database. 
Which three actions should you perform in sequence? To answer, move the actions from the list of actions to the 
answer are and arrange them in the correct order. 

 
Answer:  
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Explanation: 
Step 1: From the Data Factory authoring UI, generate a user property for Source on all activities. 
Step 2: From the Data Factory monitoring app, add the Source user property to Activity Runs table. You can promote 
any pipeline activity property as a user property so that it becomes an entity that you can monitor. For example, you 
can promote the Source and Destination properties of the copy activity in your pipeline as user properties. You can also 
select Auto Generate to generate the Source and Destination user properties for a copy activity. 
Step 3: From the Data Factory authoring UI, publish the pipelines Publish output data to data stores such as Azure SQL 
Data Warehouse for business intelligence (BI) applications to consume. 
References: 
https://docs.microsoft.com/en-us/azure/data-factory/monitor-visually 
 
QUESTION 121 
Hotspot Question 
You need to collect application metrics, streaming query events, and application log messages for an Azure Databrick 
cluster. 
Which type of library and workspace should you implement? To answer, select the appropriate options in the answer 
area. 
NOTE: Each correct selection is worth one point. 

 
Answer:  
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Explanation: 
You can send application logs and metrics from Azure Databricks to a Log Analytics workspace. It uses the Azure 
Databricks Monitoring Library, which is available on GitHub. 
References: 
https://docs.microsoft.com/en-us/azure/architecture/databricks-monitoring/application-logs 
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